
Function Form–Chapter 6 of Wooldridge’s textbook

(Jing Li, Miami University)
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Big Picture

In this lecture you learn

1. how to relax the assumption of linearity (assumption of constant marginal effect)

2. models with log term, squared term, and interaction term

3. decision-making based on residual analysis
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Assumption of Linearity

1. Consider a simple regression
y = β0 +β1x+u (1)

2. This regression is linear in the sense that it assumes constant marginal effect:

dy
dx

= β1 = constant (2)

So when x changes, y changes at a constant rate

3. In the graph, the linear model can be represented by a straight line

4. For example, if y is house price and x is age, then the linear model assumes the
depreciation rate is constant

5. In reality the relationship between y and x can be nonlinear or the marginal effect can be
varying. That is the motivation for nonlinear models such as the log-level model
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Log-level model

1. Consider an exponential growth model

y = eβ0+β1x+u (3)

For instance, y can be the number of patients with covid virus and x is time

2. We get the log-level model after we take natural log

log(y) = β0 +β1x+u (log-level model) (4)

3. We can show the marginal effect of log-level model is not constant

dy
dx

= β1eβ0+β1x+u = β1y 6= constant (5)

4. (critical thinking) Can we use log-level model when y takes negative values?

5. (critical thinking) Which model is easier to estimate, (3) or (4)?
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An Approximation

1. There is an approximation when A and B are close

A−B
B
≈ log(A)− log(B) (6)

2. Proof (optional): for x≈ 0 we have log(1+ x)≈ x. We can prove (6) by letting x≡ A−B
B

and applying the property of log function:

A−B
B
≡ x

≈ log(1+ x)

= log
(

1+
A−B

B

)
= log

(
B
B
+

A−B
B

)
= log

(
A
B

)
= log(A)− log(B)

3. In short, 100 times log difference approximates percentage change
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Log-Level Model and Percentage Change

Consider taking derivative of (4) with respect to x :

β1 =
d log(y)

dx
(7)

Thus when dx = 1 it follows that

β1 = d log(y)⇒ 100β1 = percentage change of y (8)

In short, 100 times β1 in the log-level model gives the percentage change of y when x
changes by one unit
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Example 1

> ad = "https://www.fsb.miamioh.edu/lij14/400_house.txt"

> data = read.table(url(ad), header=T)

> attach(data)

> mean(rprice)

[1] 83721.36

> summary(lm(rprice~age))$coef

Estimate Std. Error t value Pr(>|t|)

(Intercept) 89799.4076 1996.48362 44.978785 3.837920e-140

age -337.4944 53.71305 -6.283285 1.086304e-09

> 337.4944/mean(rprice)*100

[1] 0.4031163
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Example 1

1. We use House data

2. We regress rprice onto age

3. The coefficient of age is -337. So age rising by one year is associated with price
decreasing by 337 dollar

4. We wonder whether 337 dollar is a big or small change. To put that number into
perspective, we divide it by the average house price 83721. The ratio times 100 equals
0.4031 percent

5. Alternatively, we get a similar percentage change using the log-level model
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Example 1—continued

> logrprice = log(rprice)

> summary(lm(logrprice~age))$coef

Estimate Std. Error t value Pr(>|t|)

(Intercept) 11.350605688 0.0225420953 503.529309 0.000000e+00

age -0.004954606 0.0006064686 -8.169601 7.321412e-15

Notice that we need to multiply −0.004954606 by 100 in order to get percentage change in
rprice (0.4954 percent).
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In Class Discussion

Consider a new level-log model

y = β0 +β1 log(x)+u (Level-log model)

1. Find the marginal effect dy
dx

2. Is the marginal effect constant?

3. How to tell which model to use, log-level or level-log? (Hint: compare the graphs of
y = ex and y = log(x))
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Log-log Model

If we take logs of both dependent and independent variables, we get the log-log model that
indicates elasticity

log(y) = β0 +β1 log(x)+u (log-log model) (9)

where β1 measures the percentage change of y when x changes by one percent (not one unit).

β1 =
d log(y)
d log(x)

=
100d log(y)
100d log(x)

=
percent change of y

percent change of x
= elasticity (10)

In short β1 in the log-log model measures elasticity
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Example 2

> logarea = log(area)

> summary(lm(logrprice~logarea))$coef

Estimate Std. Error t value Pr(>|t|)

(Intercept) 5.3010771 0.35126973 15.09119 3.281482e-39

logarea 0.7845356 0.04619025 16.98487 1.550649e-46

1. We fit the log-log model. The coefficient of log area is 0.7845. So area rising by one
percent is associated with price increasing by 0.7845 percent

2. Because it is less than one percent, the price-area relationship is inelastic
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Model with Quadratic (Squared) Term

1. Another way to account for non-linearity (non-constant marginal effect) is using a
quadratic model:

y = β0 +β1x+β2x2 +u (Quadratic Model) (11)

2. The marginal effect depends on x, so is non-constant

dy
dx

= β1 +2β2x (12)

3. (True or False) β1 measures the marginal effect

4. Compared to models using log values, the quadratic model can allow for a turning point.

5. There is a minimum if β2 > 0 and maximum if β2 < 0. By setting (12) to zero we locate
the turning point at

xturning point =− β1

2β2
(13)
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Testing Constant Marginal Effect

1. From (12) it is evident that testing

H0 : β2 = 0 (14)

is the same as testing the marginal effect is constant

2. We reject the null hypothesis if the t statistic of β2 exceeds 1.96 in absolute value, or its
p-value is less than 0.05

3. We can start with a quadratic model. If it turns out that β2 is insignificant, we just drop
the squared term x2 and run a linear model. This is the general-to-specific modeling
strategy
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Example 3

> plot(rprice~age)

> abline(lm(rprice~age))
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Example 3

1. We first regress house price onto age without a squared term

2. The fitted line is a downward-sloping straight line (why?)

3. Obviously the linear model does a bad job predicting those old houses with age greater
than 100

4. Most old houses lying above the fitted line implies systematic prediction errors and
existence of a turning point or nonlinear relationship
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Example 3

> qm = lm(rprice~poly(age,2,raw=TRUE))

> plot(rprice~age)

> curve(predict(qm,newdata=data.frame(age=x)),add=T)
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Example 3—remark

1. We next regress house price onto age and its squared term

2. The fitted line is a parabola (cup) facing upward

3. We get a better fit because now those old houses scatter around the new fitted line

> agesq = age^2

> summary(lm(rprice~age+agesq))$coef

Estimate Std. Error t value Pr(>|t|)

(Intercept) 98512.366586 1904.1852095 51.73466 6.691655e-157

age -1457.472891 115.1854756 -12.65327 5.332914e-30

agesq 8.292846 0.7811906 10.61565 9.798541e-23
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Example 3—continued

1. The coefficient of squared term age2 is 8.29, positive and statistically significant at 5%
level

2. t statistic of β2 is 10.62 > 1.96, rejecting the hypothesis (14) of constant marginal effect

3. Exercise: Use formula (13) to find the turning-point age at which rprice is minimied.

4. Before the turning point, the house price falls when a house gets older. After the turning
point, the house price starts to rise.
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In Class Discussion

Consider the relationship between rprice and area

1. Can a house be too big in the sense that there is a turn point, after which rprice starts to
fall when area keeps rising?

2. What is the sign you expect for the squared area?

3. How to find the optimal area that maximizes the house price?
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Model with Interaction Term

1. We can include an interaction term (product of two regressors) to allow the marginal
effect of one regressor to depend on the other regressor

y = β0 +β1x1 +β2x1x2 +u (Model with Interaction Term) (15)

2. The marginal effect of x1 depends on x2 (called interaction effect)

dy
dx1

= β1 +β2x2 (16)

3. Testing the hypothesis of no interaction effect amounts to testing

H0 : β2 = 0 (17)
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Example 4

> summary(lm(rprice[age<18]~baths[age<18]))$coef

Estimate Std. Error t value Pr(>|t|)

(Intercept) 18997.18 8213.345 2.312965 2.163593e-02

baths[age < 18] 28580.08 3022.010 9.457309 4.609300e-18

> summary(lm(rprice[age>18]~baths[age>18]))$coef

Estimate Std. Error t value Pr(>|t|)

(Intercept) 23900.56 5071.652 4.712579 8.977616e-06

baths[age > 18] 21032.19 2938.905 7.156472 2.250473e-10
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Example 4

1. We assume a house is young if its age is less than 18, the average age. Otherwise a
house is old

2. We run two regressions separately using young and old houses

3. We find that for young houses the marginal effect of baths on rprice is 28580, greater
than the marginal effect of 21032 of old houses

4. In short, we find evidence supporting the interaction effect (i.e., age matters for the
marginal effect of baths on rprice)
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Example 4—continued

> inta = age*baths

> summary(lm(rprice~baths+inta))$coef

Estimate Std. Error t value Pr(>|t|)

(Intercept) 16064.88464 4374.04619 3.672774 2.813976e-04

baths 29350.76079 1744.92982 16.820597 7.329496e-46

inta -30.46199 17.17952 -1.773157 7.715985e-02
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Example 4—continued

1. We generate the interaction term

2. The coefficient of interaction term is -30.46

3. That number is negative, so age affects the marginal effect of baths negatively

4. That number is significant at 10% level (according to the p-value 0.07715), so the
interaction effect exists

5. From (16) we know that for a brand-new house (age=0), one more bathroom is
associated with 29350 price increase. For an one-year old house (age=1), the marginal
effect is 29350-30 = 29320

25



In Class Exercise

1. We want to know whether the depreciation rate of an aging house depends on the
number of bathrooms

2. Please specify a proper model and run a regression to find the answer.

3. Is the interaction effect statistically significant?

4. Which house depreciates faster when it gets old, the one with one bathroom or two
bathrooms?
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Prediction and Residual Analysis

1. Consider a simple model
y = β0 +β1x+u

2. The fitted or predicted value (denoted by ŷ) for given x = c is computed as

ŷ = β̂0 + β̂1c (18)

where β̂ is the estimated coefficient

3. The prediction error is called residual (denoted by û)

û = y− ŷ (19)

4. A model over-predicts when y < ŷ or û < 0; otherwise the model under-predicts

5. ŷ is part of y explained by the model, while û captures the unexplained part
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Example 5

> m = lm(rprice~baths+age+area)

> yhat = fitted(m)

> uhat = resid(m)

> rprice[uhat==min(uhat)]

[1] 76804.91

> yhat[uhat==min(uhat)]

230

161742.3

> uhat[uhat==min(uhat)]

230

-84937.35
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Example 5

1. A real-estate investor wants to find most under-valued houses (bargain), whose actual
prices are less than the predicted price

2. We obtain the fitted value and residual using fitted and resid functions

3. We list the house with most negative residual

4. The best bargain is a house sold at the price of 76804. The predicted price from the
regression is 161742
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Application of Regression Analysis

1. How to run a regression to help IRS to detect potential tax-cheaters?

2. How to design a cellphone app that uses regression to report the calorie you burn given
the number of steps you walk?
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Mini Project

Please use Auto data in the ISLR package

install.packages("ISLR")

library(ISLR)

data(Auto)

head(Auto)

attach(Auto)

1. Run a simple regression using mpg as y and weight as x. Draw a scatter plot. Do you
see systematic prediction error?

2. Generate squared weight, and run a quadratic model. Draw scatter plot again with new
fitted curve. Do you see improve in fit? How about log-level model?

3. How to test whether the marginal effect of weight on mpg is constant?

4. How to test whether the effect of weight on mpg depends on horsepower?

5. How to obtain weight elasticity of mpg?
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